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Abstract. There is growing interest in the problem of human activity recognition, motivated by its countless 

promising applications in many domains. Despite much progress, most researchers have narrowed the problem 

towards fixed camera viewpoint owing to inherent difficulty to train their systems across all possible viewpoints. 

Fixed viewpoint systems are impractical in real scenarios. Therefore, we attempt to relax the infamous fixed 

viewpoint assumption and present a novel, efficient and biologically-inspired framework to recognize and classify 

human activities from monocular video source from arbitrary viewpoint. The proposed framework comprises two 

stages: human pose recognition and human activity recognition. We cascade an ensemble of invariant pose models 

and activity models hierarchically. All the models operate simultaneously in parallel and perform inference on 

impinging patterns that come from lower level. Pose models operate in a hybrid 3-layered bottom-up neural 

architecture. Activity models employ fuzzy-state hidden Markov model to classify activities. We have built a small-

scale architecture for a proof-of-concept and performed some experiments on two publicly available datasets. The 

satisfactory experimental results demonstrate the efficacy of our framework and encourage us to further develop a 

full-scale architecture. 
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1   Introduction 

Human activity recognition is the recovery of human motion information from image sequences and labeling of the 

underlying activities of the human subjects. The problem of automatic human activity recognition has become very 

popular due to its numerous promising applications in many domains such as video surveillance, video indexing, 

computer animation, automatic sports commentary systems, human computer interaction systems, context-aware 

pervasive systems, smart home systems and other human-centered intelligent systems. There are a number of reasons 

why human activity recognition is a very challenging problem. Firstly, a human body is non-rigid and has high degrees 

of freedom, generating infinitesimal variations in every basic movement. Secondly, no two persons are identical in 

terms of body shape, volume and coordination of muscle contractions, making each person generate unique movements. 

The above mentioned problems get further compounded by uncertainties such as variation in viewpoint, illumination, 

shadow, self-occlusion, deformation, noise, clothing and so on. Since the problem is very vast, it is customary for 

researchers to make a set of assumptions to make the problem more tractable. However, the most common and the 

biggest assumption made by researchers happen to be the ‘fixed viewpoint assumption’. Their systems can recognize 

activities only from the ‘trained’ viewpoint. Unfortunately, the fixed viewpoint assumption is not valid in many 

domains. In video indexing, for example, viewpoint is arbitrary and may not even be stationary. In video surveillance, 

camera position is again arbitrary. That assumption is causing ‘bottleneck’ in practical applications [1]. Therefore, the 

fixed viewpoint assumption needs to be eliminated. We will therefore relax that assumption and present a simple and 

novel framework to recognize and classify human activities. 

 

 
 

Fig.1. Images resulting from variation in camera orientation 

1.1   Related Work 

There is indeed some confusion among researchers about the term viewpoint invariance. Some researchers such as [2] 

claim ‘viewpoint invariance’ when their system is only capable of recognizing sequences up to 45° horizontal deviation 

from frontal view. Robustness to some degree of variation in viewpoint is not the same as viewpoint invariance. A 
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camera has 6 degrees of freedom (DOF). Viewpoint invariance refers to the ability of the system to produce consistent 

results wherever the camera is positioned and however it is orientated as shown in Fig 1, be it front-view, side-view, 

back-view or any intermediate view. In recent literature, there are mainly two branches of research that attack the 

viewpoint invariance issue: multiple-camera branch and single-camera branch. In a multiple-camera system, 3D 

information can be recovered by means of triangulation [3]. Some researchers fuse spatial information from multiple 

cameras to form what is called a 3D visual hull [4-5]. Multiple-camera approach is the most widely investigated 

approach. Unfortunately, in many domains, applications are limited to single camera. For example, in video indexing, 

there are no data available from extra cameras. Single-camera approach is significantly more difficult than multi-camera 

approach [1; 6]. 100% viewpoint invariance has barely been achieved in the single-camera branch. Most of the recent 

single-camera techniques (for instance [7-8]) are still at best partially invariant to viewpoint. Thus we will focus only on 

the single-camera or monocular branch. Most single-camera approaches in the literature further branch into two major 

categories: model-based approach and model-less approach. 

A model-based approach, which employs an explicit parametric anthropometric prior and attempts to recover 

structural information of the human body, is the more investigated approach. A human body is represented by a 

kinematic tree model or a stick figure, consisting of joints linked by segments. Most model-based systems essentially 

attempt to extract features from 3D coordinates of various joints of the human body from an image sequence. Therefore 

3D joint coordinates are required to be inferred from corresponding 2D joint coordinates  from the image sequence, 

either by direct inverse kinematics or by constrained nonlinear numerical optimization [9]. Recovering 3D information 

from 2D information in a single-camera system is inherently an ill-posed problem. Furthermore, model-based systems 

generally require the output of body part detection algorithms as an input [10]. Unfortunately, body part detection is yet 

another unsolved problem in computer vision.  

A model-less or template-based approach, on the other hand, makes no attempt to recover structural information of 

the human body and directly models activities using image-based or shape-based features. Majority of researchers avoid 

this route because the 2D body shape of a person changes drastically under different viewpoints as shown in Fig 1. 

Furthermore, model-less systems are generally more prone to ‘overfitting’ due to redundant features present in images. 

Souvenir and Babbs [7] employ a 2-dimensional R transform and learn the viewpoint manifold using the Isomap 

algorithm. However, the system is invariant to just 4 DOF of the camera. Lv et al. [11] and Nevatia et al.  [12] utilize a 

novel graphical model where each node stores a  2D representation of a 3D pose from a specific viewpoint. In the 

recognition phase, silhouette image from each frame is matched against all the nodes in the model using some distance 

measure. The work of Weinland et al. [13] is the closest to ours. They employ 3D visual hulls trained from multiple 

cameras. In the recognition phase, each visual hull is projected into a 2D image that best matches the given silhouette. 

The first problem with this approach is that projecting a 3D visual hull into a 2D image incurs a very high computation 

cost because a search is required to find the 2D image that best matches a given silhouette. The second problem is that a 

system of at least 5 calibrated cameras is required in order to form visual hulls.  

1.2   Overview and contributions 

We follow the model-based route to evade the ill-posed problems of body part detection and 3D pose reconstruction. 

Although the work of Weinland et al. [13] is the most similar to ours, it is quite fundamentally different. Our system 

achieves 100% viewpoint invariance through a biologically-inspired approach. We employ an ensemble of, what we 

call ‘invariant pose models’, instead of 3D visual hulls. The biggest advantage of this is that a pose model can process 

input in linear time complexity without any search. In addition, our system handles pose ambiguities well in an elegant 

fuzzy framework. 

The paper is organized as follows. We present our pose recognition procedure and activity recognition procedure in 

Section 2 and 3 respectively. We describe our experiments in Section 4 and conclude in Section 5. 

2   Pose recognition 

A human activity can be regarded as a sequence of poses. We exploit the result of viewpoint invariant pose recognition 

to achieve viewpoint invariant activity recognition. Therefore, static poses are needed to be sequentially labeled first.  

Although a human body can articulate an astronomical number of poses due to its high degrees of freedom, we can 

recognize the overall underlying activity by recognizing just a few ‘key poses’. Inside the human neocortex, it is 

believed that there exist invariant models which become active and excited whenever input patterns related to the 

models are present in the sensory signals from the thalamus. Furthermore, hierarchical structures have been found in all 

mammalian neocortex [14]. Our approach is biologically inspired in that we attempt to construct invariant models of 

key poses and models of higher-level activities hierarchically. Fig 2 illustrates the constituents of some of the invariant 

pose models. 
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Fig.2. Invariant pose models 

 

All the models run simultaneously in parallel and perform inference from a sensory input pattern. When an input image 

vector r is presented, each pose model pi evaluates          , which is the conditional probability of the latent pose 

belonging to the respective model given r. The probability could also be roughly understood as the ‘firing strength’ of 

the models or the excitation of certain regions of the neocortex. To train the models, we used POSER PRO1  to generate 

202 static human poses and wrote a Python Script to render each pose from 4096 viewpoints3 automatically. Since there 

are 4096 exported images for each pose, there are 81920 images in total. For each image, we perform binary blob 

extraction and then normalize the binary blob centered inside a 64x64 bounding box while preserving aspect ratio. Each 

image vector is then represented by          . Pose models operate in a hybrid 3-layered bottom-up process. The 

bottom two layers, which perform unsupervised learning, are shared among all the models. We then build a supervised 

high-level layer on top of the bottom two layers. 

 The first layer from the bottom is a compression network. Fig 3a illustrates its operation. It is essentially a 

convolutional autoassociate neural network with equal number of neurons in the input and output layers.  Because of the 

fact that neighboring pixels are more strongly correlated than more distant pixels, many approaches in the image 

processing literature attempt to extract local features from small patches of the image [15]. In the same sense, we divide 

the first layer of the network, which has a 64x64 grid of neurons, into 8x8 uniform patches called receptive fields, all of 

which share the same set of weights. Only the input layer contains receptive fields. In the training phase, the network 

takes r from all the training poses (81920 images) and iteratively tunes its weights so as to minimize the reconstruction 

error between inputs and outputs. The target vectors used to train the network are the input vectors themselves [15]. 

After the training phase, the top two layers are discarded. In essence, the network compresses or projects           

onto a pose manifold        .  

The second layer of the pose modeling process is a quantization network which employs fuzzy ART (adaptive 

resonance theory) [16]. This layer is also shared among all the pose models. It is utilized only in the training phase and 

bypassed in the recognition phase.  In the training phase, we take m (received from the bottom layer) of all the training 

images and then perform online k-means, starting with just one cluster. We add new clusters incrementally whenever 

the Euclidean distance between the nearest cluster center and m is greater than a certain threshold called vigilance. In 

our experiments, we found 71 clusters (with i
th

 cluster center denoted by ci).  

The third layer of the pose modeling process is a RBF (radial basis function) network which performs the actual pose 

recognition. This layer is not shared among pose models. Each model runs independently.  We use an ensemble of 71 

‘Gaussian-alike’ RBF, φ  as given in Equation (1) [17] 

 

        
      

 

      

 

(1) 

where σ is the standard deviation. The number of RBF is the same as the number of ART clusters. Each RBF is centered 

at the respective cluster center. Given m, each of the 71 RBF produces a degree of membership (between 0 and 1) of m 

to the corresponding cluster using Equation (1). So m is basically transformed into a new dimension q     . Fig 3b 

illustrates the operation of this network. The network operates just like a single perceptron with sigmoidal activation 

function. The network outputs values between 0 and 1. The output is the probability of r belonging to the respective 

pose model.  

                                                           
1 POSER PRO 2010 is a commercial 3D rendering software package from Smith Micro. 
2 The number 20 is arbitrary just to show proof-of-concept.  
3 Each camera angle (yaw, pitch, roll) = 0 to 360 with 22.5° step size. So 16x16x16 = 4096 
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Fig.3. (a) Compression network (b) RBF network 

In the training phase, q derived from all the 81920 poses are presented to the RBF network. Supervised learning is 

performed where the target value is 1 if the pose belongs to the respective model and 0 if otherwise. 

Given a novel input image pattern, our hybrid structure will infer what poses are likely to be present in the input. One 

advantage of this architecture is that it handles ambiguity well. For instance, if a given pose is very ambiguous, as 

would be the case if we have a left view of a person and his or her right limbs are fully occluded, many models will fire 

with similar strengths (rather than simply rejecting) because the structure would not be certain what pose the image 

really corresponds to. Sharing lower layers in the hierarchy also leads to generalization and ease of adding new models. 

A new model can inherit shared representations of existing old models.  

3   Activity recognition 

Activity recognition is performed by a higher-level structure to recognize a stream of poses. The frame rate of the 

video sequence is assumed to be normalized to a low value. We normalize it at 10 fps. For each image frame, we 

perform preprocessing as given in Section 2 to produce r which then passes through the hybrid pose modeling structure. 

Each pose model produces          . Unlike in hard competition and winner-take-all competition schemes, rather than 

taking only most likely pose model with the highest excitation level to present r, we take the outputs of all the pose 

models into account by defining a pose excitation vector       where n is the number of pose models. Each 

component of z is the excitation level of the respective pose model. z is then normalized so that all the components sum 

to 1. We use fuzzy-state hidden Markov model (FHMM) to model pose sequences. Observed variables in a regular 

HMM may be either discrete or continuous. But in activity recognition, observed variables (which are the labels of 

static poses) are discrete and modeled as a multinomial. An observed variable is a probabilistic function of the hidden 

state. But in our case, z is the observed variable, rendering the observed state fuzzy. It is simple to modify a regular 

HMM to make it a fuzzy-state HMM.  We will perform fuzzy treatment of a regular Markov Model (without hidden 

states) as an example. Suppose we have just 3 poses: pose 1, pose 2 and pose 3. Suppose A is the transition matrix. 

 

    
         
         
         

  

 

The value at the i
th

 row and the j
th

 column of A represents the probability of pose j following pose i in any sequence. For 

instance, the probability of pose 3 following pose 1 in any sequence is 0.7. Conversely, in a fuzzy-state Markov Model, 

poses are not crisp. The probability of a pose excitation vector zi following zi-1 in an image sequence is simply     
     

    . In the same way, we convert a regular HMM to a fuzzy-state HMM. We also modify the forward algorithm (FA) 

to work with fuzzy observed states. The modified FA evaluates the probability of any sequence of pose excitation 

vectors.  

We build one FHMM model for each activity. All the activity models run simultaneously in parallel and perform 

inference from a sequence of pose excitation vectors. Fig 4 illustrates the operation of the activity models. When a 

sequence of pose excitation vectors S is presented, each activity model ai evaluates          , which is the conditional 

probability of the unknown activity belonging to the respective model given S. The model with the maximum level of 

excitation is chosen as the winner and its corresponding activity label is produced as the output. If the maximum level 

of excitation is below a certain threshold, the underlying activity can be considered as an ‘unknown’ activity. 

 

(b) (a) 
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Fig.4. An Ensemble Fuzzy-state Hidden Markov Model 

 

Since a stream of video frames may contain many activities consecutively, a long sequence of pose excitation vectors 

is required to be temporally segmented such that, ideally, each segment contains a single activity. We use a method of 

segmentation by motion energy boundaries introduced in [4; 18] by monitoring for small rests or reversals in motion 

energy. In the training phase, supervised learning is performed where sequences of pose excitation vectors and the 

labels of the underlying activities are presented to the activity recognition system which then selects and trains the 

respective activity models. We apply the Baum–Welch algorithm with fuzzy treatment to train individual activity 

models. Note that activity models are trained separately from pose models. If there are sufficient pose models in the 

system, then new activities can be trained independently provided that each new activity contains at least one pose 

similar to that of a trained pose model. However, this assumption is valid for most of everyday-activities. Since pose 

models are invariant to viewpoint, so are the higher-level activity models. 

Note that we use HMM just to provide a proof-of-concept. Other variants of Dynamic Bayesian Network such as 

conditional random fields (CRFs), linear dynamical systems (LDS) and maximum entropy Markov models (MEMMs) 

can also be used. It has been shown by numerous researchers that CRFs generally outperform HMM in many problems 

because of lack of the conditional independence assumption [19]. We can easily turn our activity models into fuzzy 

CRFs in the same way if we wish. 

4   Experiments 

To test our activity recognition system, we used two well-known publicly available datasets in the viewpoint invariant 

activity recognition literature. The first dataset was the IXMAS dataset [4] which contained 13 activities4 performed 3 

times by 10 actors. The actors freely changed their orientation for each acquisition and freely performed all the 

activities. All the activities were recorded by 5 cameras from different viewpoints. Fig 5 shows part of a clip from the 

IXMAS dataset from 5 viewpoints. The second dataset was the CMU motion of body (MoBo) dataset [20] which 

contained video clips of 25 actors performing four different walking activities5 on a treadmill captured from 6 different 

cameras. Fig 6 shows part of a clip from the MoBo dataset capture from 6 viewpoints. In all our experiments, we used 

an ensemble of 20 pose models as described in Section 2. Each activity in both datasets contains at least one pose 

similar to one of the pose models. 

 

 
Fig. 5. IXMAS dataset 

 

 
Fig. 6. CMU MoBo dataset 

 

For both datasets, we performed leave-1-actor-out (L1AO) and leave-1-camera-out (L1CO) cross validations. The 

leave-1-actor-out validation was intended to test the inter-class generalization property of activity recognition system 

whereas the leave-1-camera-out validation was intended to focus on the viewpoint invariance property of the system. 

Leave-1-actor-out cross validation, as the name suggests, took 1 actor out, trained the system using the data from all the 

                                                           
4 check watch, cross arms, scratch head, sit down,  get up, turn around, walk,  wave,  punch,  kick,  point, pick up and throw 
5 slow walk, fast walk, incline walk and walk with a ball 
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remaining actors and then tested the system using the data from the picked actor. Since there were multiple 

combinations of picking one actor out for testing, the whole process was repeated once for each actor. The results were 

then averaged over all the trials. Similarly, in the leave-1-camera-out cross validation, we took one camera out, trained 

the system using the data from all the remaining cameras and then tested the systems using the data from the picked 

camera. The results were also averaged. To study the effect of the number of prior pose models in the system, we 

repeated each test with various number of pose models by removing some pose models randomly. Table 1 lists the 

experimental results in terms of accuracy in percentage, for both datasets. 

 
Table 1.  Experimental results 

Number of prior trained 

pose models (N) 

IXMAS MoBo 

L1AO L1CO L1AO L1CO 

N = 20 72.8% 84.6% 83.3% 88.5% 

N = 15 68.2% 76.9% 80.0% 82.3% 

N = 10 57.4% 68.5% 73.3% 76.4% 

N = 5 29.0% 31.8% 61.5% 62.8% 

 

To our knowledge, the system in [13] has achieved among the best recognition rates for the IXMAS dataset for 

single-camera recognition. Their system has achieved accuracy rates of 59.57% and 74.06% for single-view learning 

and multiple-view learning respectively. Our recognition rates seem quite satisfactory for a proof-of-concept. The 

reason that the MoBo dataset produced higher overall recognition rates could be because the MoBo dataset had a 

smaller set of activities which increased the natural likelihood of each predicted label assigning the true activity label. 

The recognition rates did not plunge as dramatically as expected when we reduced the number of pose models. It 

implies that our system can correctly recognize some activities even if they contain no static poses closely similar to the 

pose models. This is because of the fuzzy assignment of poses and the usage of pose excitation vectors instead of crisp 

states in the HMM. Our pose recognition system has a lot of room for improvement. We expect the accuracy rates to 

amplify significantly if we use many more prior pose models and provide more than 1 core training example for each 

pose (e.g. use different persons with different clothing). We also carried out a little experiment to evaluate the ease of 

addition of new pose models. We created 1 new pose model, trained it from just one sample image from just one 

viewpoint (right view) and then tested using images rendered from other 4095 viewpoints. We found out that the new 

pose model produced the highest level of excitation among all the pose models for 779 out of the 4095 images. It means 

that the new pose model can learn from just one example. This is probably achievable because of the two shared bottom 

layers of the pose models. 

5   Conclusion and future work 

We have presented a novel biologically-inspired framework for viewpoint invariant human activity recognition. We 

have presented a two-layered hierarchical architecture that performs viewpoint invariant pose recognition and activity 

recognition. The system is found to be able to recognize some activities even if those activities contain no similar poses 

to that of the prior pose models. Because of the fact that the two bottom layers of the pose models are shared, new poses 

can be added easily without supplying enough training examples from different viewpoints. The experimental results 

are quite promising. As future work, we would first like to add several hundreds of pose models. We would also like to 

explore the feasibly of adding new pose models in an unsupervised manner. Lastly, since HMM was used just for a 

proof-of-concept, we would like to find the best architecture to temporally classify a sequence of pose excitation 

vectors. 
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